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Abstract

As large language models (LLMs) are increas-
ingly deployed for complex tasks that require
extensive context, the quadratic scaling of the
attention mechanism presents a significant com-
putational bottleneck. The key-value (KV)
cache is a central inference-time mechanism
for addressing this problem, storing past token
representations to avoid redundant inference-
time computation, but grows linearly with se-
quence length, often exceeding available GPU
memory. Methods for KV-cache optimization
have recently been shown to perform well while
decreasing the attention computation, but typ-
ically drop entire sequences that are labeled
unimportant, leading to permanent loss of in-
formation.

We introduce LuKA, a structured KV cache de-
sign that compresses "pages" of adjacent tokens
into summary representations while allowing
selective refinement to recover original tokens
KVs when needed. LuKA achieves promis-
ing results, improving over H2O on QA, po-
tentially offering better performing approxima-
tions. LuKA still remains a proof-of-concept,
as it faces limitations in memory and compute
as well as significant throughput overhead com-
pared to vanilla attention, which we leave for
optimization in further work.

1 Introduction

The deployment of Large Language Models
(LLMs) in real-world applications is increasingly
constrained by the computational and memory cost
of processing long contexts. While the key-value
(KV) cache allows models to avoid recomputing
representations for past tokens, it introduces a lin-
early scaling growth in memory usage and atten-
tion complexity. As context windows extend to
hundreds of thousands of tokens, two bottlenecks
emerge: memory usage grows linearly with se-
quence length, and attention computation becomes

increasingly expensive.

Current approaches to this problem, such as Heavy-
Hitter Oracle (H2O) [7] and StreamingLLM [5],
rely on eviction policies. These methods define
heuristics to identify "unimportant" tokens and
permanently remove them from memory. While
effective for maintaining fixed memory budgets,
eviction is an irreversible operation; if a token is
evicted, it cannot be retrieved, even if it becomes
critical in the future. While these token keys and
values could in theory be recomputed, in order to
know that this would need to happen they need to
first be attended to, a Catch-22 for eviction policy
KV caches. This limitation is particularly damag-
ing when dealing with long contexts (e.g., extended
chat-based conversations, textbooks) that are full
of information that may be mutually independent:
What is at one time irrelevant to a chatter’s first
query about, say, Bellman-Ford algorithm and dy-
namic programming, may be very relevant to their
next query about universal Turing machines. While
eviction policies can be understood as targeting
memory improvements, they are also asking the
fundamental question of which tokens are impor-
tant and which aren’t– in this sense, they are also
just as much about improving attention mechanism
efficiency.

To address this, we introduce LuKA, a structured
KV cache design that takes a different approach to-
wards improving attention efficiency over long con-
texts. Instead of discarding data, LuKA compresses
segments of contiguous tokens ("pages") of context
into compact summary representations. Critically,
LuKA maintains a mechanism for selective refine-
ment: When the model’s attention mechanism in-
dicates that a compressed summary is relevant to
the current query, LuKA dynamically unrolls the
summary into its original tokens. It is important
to note that LuKA is consequently not primarily
optimized for minimal KV cache memory footprint.
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Figure 1: Interwoven Prompt and Resulting Attention Pattern. In the prompt above, there are three completely
separate topics: algebraic topology, World War II, and a question regarding innovation. The attention map highlights
how the model connects distant segments of the same topic.

Instead, it explicitly trades-off the aggressive mem-
ory savings of hard eviction for information fidelity,
prioritizing a more efficient attention mechanism
without the risk of permanent information loss.

We aim to demonstrate that LuKA reduces the ex-
pected computation cost of long-context inference
from raw attention while maintaining higher accu-
racy than eviction-based baselines.

2 Related Work & Motivation

Recent works in KV cache optimization introduce
strict heuristics for dropping tokens deemed unim-
portant for future decoding steps. H2O retains a
subset of past tokens based on attention-based im-
portance scores, pruning the KV cache to keep
high-attention tokens. SnapKV [1] compresses KV
caches by selecting clustered important KV posi-
tions per attention head. StreamingLLM uses a
fixed sliding window, dropping tokens as they fall
out of range, and relies on attention “sink” tokens to
stabilize long-context computation. While these ap-
proaches demonstrate that reducing the KV cache
can preserve performance, several share a key lim-
itation: once information is dropped, it cannot be
recovered. Other approaches introduce a hierar-
chy in addition to token eviction policies, such as
Quest [4], which reduces KV-cache cost by select-
ing a limited subset of tokens for attention based on
the current query. Native Sparse Attention [6] com-

bines hierarchical compression with selective token
retention and sliding windows, learning sparse at-
tention patterns end-to-end rather than relying on
fixed eviction rules. In contrast, LuKA is moti-
vated by observed layer-wise attention patterns and
applies different attention methods across layers,
rather than learning a single unified sparse method.

Our work is motivated by observations of struc-
tured attention patterns in long-context prompts.
In early experiments using interwoven prompts
containing multiple topics (Figure 1), we visual-
ized attention maps across layers and observed two
distinct behaviors. As illustrated, the topic of al-
gebraic topology appears twice within the same
prompt, and attention in Layer 17, Head 4 strongly
connects these two distant text segments. We refer
to this behavior as clustered attention, where se-
mantically related regions of the context attend to
each other despite being far apart. In contrast, ear-
lier and later layers exhibit lined attention, where
high attention activations are tied to specific token
positions rather than semantic groupings. These
observations motivate a design that treats these pat-
terns differently.

3 Methodology

LuKA is a hybrid approach that provides differ-
ent sparse attention methods to different attention
layers in a transformer. As mentioned previously,



we denote these as lined attention and clustered
attention.

3.1 Lined Attention (H2O)

Lined attention follows the Heavy-Hitter Oracle
(H2O) approach for sparse attention, which pre-
serves individual tokens that receive consistently
high attention over time. Rather than compressing
tokens, lined attention maintains a fixed-size slid-
ing window consisting of heavy hitter tokens and
a sliding window of recent tokens, both without
compression.

At each decoding step, LuKA selects a fixed frac-
tion of past tokens with the highest accumulated
attention scores as heavy hitters and combines them
with a sliding window of recent tokens to form the
attention cover, removing any duplicates. Attention
is then computed only over this reduced set.

Attention scores are accumulated without decay
across decoding and prefill, following the H2O
mechanism, ensuring that heavy-hitter selection re-
flects true attention patterns. By attending to only
a fixed fraction of the sequence, lined attention re-
duces the effective attention span while preserving
globally important tokens.

3.2 Clustered Attention

Figure 2: LuKA clustered attention mechanism.

Clustered attention reduces attention cost by com-
pressing older portions of the context into summary
pages while preserving equivalence to full atten-
tion. The key idea is to organize the KV cache
into a hierarchy and to perform attention in a top-
down manner, refining compressed representations
only when necessary, illustrated in Figure 2. The
pseudocode for the algorithm can be found below.

Hierarchical KV Organization. Let Kraw =

{(ki, vi)}Ti=1 denote the standard KV cache. Older,
contiguous segments of tokens are optionally com-
pressed into summary nodes, each of which rep-
resents a page of underlying tokens. These sum-
maries may themselves be recursively compressed,
forming a tree-structured hierarchy T whose leaves
correspond to raw tokens.

Each node n ∈ T is associated with a key–value
pair (kn, vn), where summary nodes are produced
by a learned compressor. For any time step, we de-
fine an attention cover C ⊂ T as a set of nodes such
that (i) every raw token is represented by exactly
one node in C (either itself or an ancestor), and (ii)
no node in C has a parent also in C. Attention is
computed only over this cover.

(Top-Down) Clustered Attention Computation.
Given a query q, attention is first computed over
the cover:

ℓc = q⊤kc, αc =
exp(ℓc)∑

c′∈C exp(ℓc′)
, (1)

where αc denotes the total attention mass assigned
to node c.

If c corresponds to a raw token, its contribution
αcvc is added directly to the output. If c is a sum-
mary node, a refinement rule R determines whether
c should be expanded. If refinement is not triggered,
the summary value vc is used as-is. Otherwise, at-
tention is recursively redistributed over the children
of c.

Refinement Strategy. When a node c ∈ C corre-
sponds to a summary, a refinement rule R deter-
mines whether it should be expanded into its chil-
dren. We consider the following refinement strate-
gies:

• Fixed-Threshold: refine c if its attention mass
satisfies αc > ϵ.

• Top-K: refine the K summary nodes with the
largest attention masses.

• Top-Fraction: refine a fixed fraction ρ of sum-
mary nodes with the highest attention masses.

Mass-Preserving Refinement. Let {c1, . . . , cK} de-
note the children of a summary node c selected
for refinement. Child logits are computed as
ℓi = q⊤kci and normalized locally:

βi =
exp(ℓi)∑K
j=1 exp(ℓj)

. (2)



Crucially, these local proportions do not define new
attention mass. Instead, each child receives a share
of its parent’s mass:

αci = αc · βi. (3)

Thus, refinement redistributes existing attention
mass rather than introducing a new normalization.
This invariant ensures that clustered attention is
equivalent to full attention over all raw keys, up to
the approximation quality of the summary repre-
sentations.

Output Construction. The final attention output is
the sum of contributions from all resolved nodes:

o =
∑
n∈R

αnvn, (4)

where R denotes the set of nodes reached after
recursively applying refinement decisions.

Dynamic Segmentation and Compression. Inde-
pendently of attention computation, a segmenter
identifies contiguous spans of raw tokens that are
eligible for compression during decoding. When
triggered, a compressor aggregates each segment
into a new summary node, which is inserted into
the hierarchy and replaces its constituent tokens in
future attention covers. Recent tokens are typically
excluded from compression.

While our method proposes multiple levels of hi-
erarchy, our experiments only explore one level of
summary keys and values. Moreover, new pages
are always created starting from the oldest token
that is not represented by a summary.

Summary Compression Functions. When a con-
tiguous segment of tokens {(ki, vi)}Li=1 is selected
for compression, a compressor produces a single
summary key–value pair (ksum, vsum) that replaces
the segment in future attention covers. We evaluate
the following compressors:

• Mean: Uniformly averages keys and values:

ksum = 1
L

L∑
i=1

ki, vsum = 1
L

L∑
i=1

vi.

• Attention-Weighted: Weights tokens by accu-
mulated importance scores wi (e.g., past at-
tention mass), normalized with a softmax to
provide an affine combination of the keys:

πi =
exp(wi/τ)∑
j exp(wj/τ)

,

ksum =
∑
i

πiki,

vsum =
∑
i

πivi.

Algorithm 1 Clustered Attention with Hierarchical Summary Refinement

Require: Query q; hierarchical KV tree T ; refinement rule R; segmenter S; compressor C.

1: function CLUSTEREDATTENTION(q, T )
2: Let C be the cover of T ▷ each raw token represented once
3: Compute logits ℓc ← q · kc for all c ∈ C
4: Compute attention masses αc ← softmax({ℓc}c∈C)
5: Initialize output o← 0
6: for all c ∈ C do
7: if c is a summary node and R(q, c, αc) = refine then
8: Retrieve children {ci} of c
9: Run attention on {ci} such that total softmax mass = αc

10: Accumulate child contributions into o
11: else
12: o← o+ αc · vc
13: end if
14: end for
15: if S signals a new segment in the raw keys then
16: Compress segment using C and update T
17: end if
18: return o
19: end function



The importance score wi is defined as the ac-
cumulated attention mass received by token
i:

wi =
∑
t∈Q

αt,i,

This biases summaries toward consistently
high importance tokens, which aligns themati-
cally to methods like H2O.

• Random: Selects a single token uniformly at
random from the segment and uses its key
and value as the summary. This serves as a
diagnostic baseline to test whether structured
aggregation is necessary.

All compressors introduce approximation only
through representation; any loss of fidelity can be
corrected by refinement, which redistributes the
summary’s attention mass back to its constituent
tokens when needed.

3.3 Attention Configuration Across Layers

Lined and clustered attention are per-layer algo-
rithms, so within a transformer model we can de-
cide which type of attention to run per layer. In our
experiments, we consider three modes: (1) lined-
only, where every single attention block is given
H2O attention, (2) clustered-only, where every sin-
gle attention block is given clustered attention, and
(3) mixed, where the beginning and end layers are
given lined, and the intermediate layers are given
clustered.

4 Experimental Setup

4.1 WikiSalad Dataset

Existing long-context benchmarks evaluate mod-
els on tasks where the entire context remains rel-
evant uniformly all through generation. While
sufficient for many long-context tasks, we felt
that these benchmarks lacked the multifaceted-
ness in context that would test LuKA’s selective
retrieval mechanism. For that reason, another con-
tribution of this paper is the WikiSalad dataset,
constructed from the Stanford Question Answer-
ing Dataset (SQuAD v2.0) [3] that itself contains
100K+ human-annotated question-answer pairs on
500+ Wikipedia articles. For each evaluation ex-
ample, WikiSalad samples N random articles from
SQuaD, extracts context paragraphs and their as-
sociated questions, and interleaves them according

to predefined patterns. This creates prompts with
independent, alternating topics that are orthogonal
in content, allowing for us to test whether LuKA
can maintain QA accuracy across interlaced topics
with selective retrieval.

We generated four difficulty variants with increas-
ing context length and segment compelxity: Easy
(2 topics, ABAB pattern, 1.5K tokens), Medium (2
topics, AABBAABB, 2.5K tokens), Hard (3 topics,
ABCABC, 2K tokens), and Very Hard (3 topics,
AAABBBCCC, 4K tokens). The Very Hard vari-
ant is particularly challenging because it requires
maintaining compressed representations of Topics
A and B throughout the entire span of Topic C
before they become relevant again.

4.2 Setting

On the WikiSalad dataset, we use the model
Qwen3-4B-Instruct-2507 and run the benchmarks
on the baseline model, as well as lined-only,
clustered-only, and mixed attention modes.

Our clustered attention was configured as follows:
we used a fixed segmenter creating pages of length
16, and our attention-weighed compressor. We re-
fined using Top-k with k = 3, as our ablations
(Section 5) showed that even minimal amounts of
refinement significantly improves model perplexity.
Our lined attention configuration was similar, with
a budget of keeping roughly 1/8 of the heavy hit-
ters with respect to the prompt length. This ensured
an apples-to-apples comparison, as the rate of com-
pression is effectively the same, roughly 1/8× the
number of original tokens being utilized between
the two methods. Both methods also were config-
ured so that a tail of at least 128 tokens were kept
raw for accurate “local” attention.

For the mixed attention mode, the first 8 and last
8 are set to lined attention, with the remaining 20
middle layers set to clustered attention. All exper-
iments are conducted on NVIDIA A6000 GPUs.
Performance is measured using Exact Match (EM)
to measure answer accuracy.

4.3 Results on WikiSalad

The results of our experiment can be found in Ta-
ble 1. With the baseline model, we can see that
our labels of difficulty are roughly aligned with
model accuracy, with the easy dataset questions be-
ing correctly answered at 75.0%, and the very hard
quetions only being correctly answered at 52.8%.



Dataset Baseline Lined (H2O) Only Clustered Only Mixed
Easy 75.0 30.0 57.5 40.0
Medium 50.0 23.8 45.0 26.2
Hard 55.0 18.3 41.7 23.3
Very Hard 52.8 20.0 37.2 24.4

Table 1: Exact Match (EM) on WikiSalad. Baseline uses full attention.

With lined attention, we observed a significant drop
in answer quality, with a drop of 45% on the easy
dataset and a 32.8% on the very hard dataset. On
the other hand, the clustered-only mode demon-
strates better results across all dataset difficulties
than lined-only but falls short of the baseline.

The mixed configuration performs between lined-
only and clustered-only. This result is surprising
to us, as we hypothesized that aligning the lined
attention patterns with H2O would enable more
aligned sparse attention patterns, yielding the best
approximation of original attention. However, this
did not end up being the case, and ended up being
an interpolation of the two modes.

4.4 Runtime Analysis

We also measured the runtime of our model com-
pared to the baseline model. Taking the Qwen3-
0.6B model, we measure the average latency of
the attention mechanism starting at position length
2048, for 64 decode steps. While we planned to
profile runtime at longer lengths (over 10K tokens),
we ran into OOM issues on a single A6000 reach-
ing 8196 tokens, as well as issues with inference
on multiple GPUs. We used a refinement rule of
Top-k with k = 3, so a constant number of refine-
ments are done per step. Every 16 decode steps,
we also run the segmenter and compressor.

Figure 3 illustrates the breakdown of the latency:
the clustered attention mechanism, by itself, indeed
is faster than the raw attention, which makes sense
because there are less computations to be done.
However, the runtime of our clustered attention
implement is dominated by overhead from the re-
finement operations, which includes masking and
new tensor creations. The segmenter and compres-
sor operations also have heavy overhead, as this
latency in the figure shown is also only 1/16 of the
actual operation.

Ultimately, improving the runtime analysis is future
work. One way we can improve the overhead of the
segmenter and compressor operations is to make
them asynchronous, offloading these operations on

a different GPU, so the main decoding loop does
not have to wait after the attention computation for
new pages to be created.

Figure 3: Latency Breakdown. The breakdown of the
latency numbers in the clustered attention operations,
compared to normal attention.

5 Ablations

In addition to the main experiments, we also exper-
imented on different hyperparameters within the
clustered attention operation.

Compressor Types. We analyzed different types
of compressors, as well as how much refinement
mattered to the model’s performance. Using the
Top-Frac rule, we measured perplexity on the first
example of the pg19 [2] dataset for 512 tokens on
different compressors, including mean, attention-
weighted, and random compressors as mentioned
in section 3.

In Figure 4, the x-axis is the proportion of refine-
ment; 0 indicates zero refinement, while 1 indicates
full refinement (roughly that of raw attention). We
see that attention weighted does the best as refine-
ment becomes less and less frequent, and at 0 does
not blow up compared to the others, demonstrating
the superiority of this compressor type.

Perplexity by Attention Mode. We also compare
perplexity between the different attention modes:
lined-only, clustered-only, and mixed-only (using
the same configuration in the experimental setup



Figure 4: Impact of Refinement Fraction on Perplex-
ity. Lower refinement fractions lead to higher perplexity,
but attention-weighted compression mitigates this loss.

Figure 5: Perplexity Between Attention Modes. H2O,
Clustered, and Mixed all demonstrate comparable per-
formance to the baseline model.

in Section 4), using the first example in the pg19
dataset over 1024 tokens. The results are shown in
Figure 5; all sparse variants exhibit perplexity close
to the baseline (< 1 difference), demonstrating that
these methods are preserving quality.

Importance of Summary Values. We created
modified compressors that also output V = 0,
which means the summary contributions are essen-
tially null, mimic-ing eviction behavior. Running
the same experiment above, are results are shown
in Figure 6. Setting summary values to zero in-
creases perplexity significantly at low refinement
fractions, proving that adding the constructed sum-
mary values still provide useful context.

6 Limitations and Future Work

While LuKA demonstrates promising results rela-
tive to pure H2O, several limitations remain.

Runtime Overhead. The primary limitation of
LuKA is runtime efficiency. Although clustered
attention theoretically reduces cost of attention by

Figure 6: Ablation of Summary Values. Zeroing out
summary values leads to a sharp increase in perplexity,
highlighting their importance.

operating over a compressed cover at long hori-
zons, our current implementation incurs substantial
overhead from refinement logic, masking, to addi-
tional tensor management. As shown in Section
4.3, these overheads dominate end-to-end latency,
offsetting the computational savings of reduced
attention. Segmenter and compressor operations
further contribute nontrivial cost, particularly be-
cause they are executed synchronously within the
decoding loop. As a result, LuKA in its present
form should be viewed as a proof-of-concept rather
than a drop-in replacement for optimized attention
kernels.

Memory Trade-offs. LuKA prioritizes informa-
tion retention over aggressive memory reduction.
Maintaining summary values, hierarchical meta-
data, and refinement state introduces additional
memory overhead compared to strict eviction-
based methods. As such, LuKA trades peak mem-
ory efficiency for reversibility and fidelity, which
may not be suitable for all deployment settings.

Exploration of Other Models. Due to time con-
straints and complexity of implementation of the
infrastructure, our compressor, segmenter, and re-
finement rules were rather similar. While we did
explore trained compressor models, they ultimately
proved to be difficult to generalize correctly, and
rule-based methods seemed to peform better over-
all.

7 Conclusion

We introduced LuKA, a structured KV-cache de-
sign for efficient long-context inference that sup-
ports clustered, lined, and mixed attention mech-
anisms. LuKA reduces attention computation by
compressing older context into summary represen-



tations, preserving globally important tokens, and
selectively refining summaries when fine-grained
information is needed. Across experiments on
the WikiSalad benchmark, clustered attention con-
sistently outperformed lined and mixed attention,
achieving better accuracy yet its efficiency under-
performs in both memory and compute. Our ab-
lation studies show that refinement frequency is
critical, summary values encode meaningful in-
formation beyond simple eviction, and attention-
weighted compression is robust to design choices
such as bias terms. While LuKA does not fully
match full-attention accuracy on the hardest tasks,
it preserves token-level predictive quality while
substantially reducing the effective attention span.
Together, these results suggest that hierarchical
compression with selective refinement is a promis-
ing direction for scalable long-context inference,
and motivate future work on adaptive segmentation
and token recovery mechanisms.

8 Contributions

Rolando: Designed and implemented the Wik-
iSalad benchmark dataset, including the interlacing
methodology for creating multi-topic contexts
from SQuAD. Developed the dataset generation
pipeline with four difficulty variants and the
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experimental design, model architectural design,
evaluation infrastructure, and report writing

Anthony: Implemented the infrastructure for
LuKA, interfacing the Qwen models with our
custom Hugging Face layers through monkey-
patching. Implemented the algorithm for clustered
attention. Experimented with trained compressors
(which ultimately were found to be not very effec-
tive), and ran perplexity and runtime experiments.

Krishna: Implemented the initial lined attention
mechanism based on H2O, including the heavy-
hitter cache, attention score accumulation, grid
selection, and cover construction. Assisted with
evaluation experiments, generated Exact Match
and throughput visualizations, and contributed to
writing and editing the report.

Gerardo: Implemented lined attention and devel-
oped the evaluation framework for different model
configurations. Ran evaluations across baseline,
H2O, Clustered, and Mixed attention on different
difficulty WikiSalad datasets. contributed to writ-
ing the report and overall formatting.
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